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Abstract

Fine-tuning large language models (LLMs) for domain-
specific tasks requires training datasets that comprehensively
cover the target capabilities a practitioner needs. Yet iden-
tifying which capabilities a dataset fails to support, and do-
ing so before an expensive fine-tuning run, remains a largely
unsolved problem. We introduce GOALCOVER, a framework
that helps practitioners systematically detect capability gaps
in fine-tuning datasets through interactive goal decomposition
and automated coverage assessment. GOALCOVER guides a
practitioner through structured decomposition of a high-level
goal into atomic, independently evaluable subgoals; assigns
each training sample an LLM-based alignment score against
every subgoal; and surfaces missing capabilities through au-
tomated analysis of low-scoring sample explanations. We val-
idate the framework along two complementary axes. First,
through controlled corruption experiments across three do-
mains (medical QA, legal summarization, code generation),
we show that GOALCOVER reliably distinguishes targeted
from non-targeted capability impacts: target subgoals degrade
by 25.6% on average versus 2.1% for non-target subgoals
(Cohen’s d=1.24). Second, we demonstrate downstream util-
ity on a financial-summarization Reinforcement Fine-Tuning
(RFT) task with Qwen-3-14B: training on GOALCOVER-
filtered data improves the LLM-judge reward from 3.77 to
4.12 (out of 5) over the unfiltered baseline, and combining
filtered data with goal-conditioned synthetic samples yields
the strongest result (4.20). The two results together show that
GOALCOVER works as a practical pre-fine-tuning diagnos-
tic: it detects capability gaps and produces concrete signal for
closing them.

1 Introduction

The success of domain-specific LLM fine-tuning depends
critically on whether the training dataset actually covers the
target capabilities the practitioner cares about (Wei et al.
2022; Ouyang et al. 2022). As LLMs are deployed in spe-
cialized settings such as clinical decision support, legal doc-
ument processing, code generation, and scientific research,
a recurring problem emerges: a practitioner can articulate
a high-level goal (e.g., “generate accurate medical answers
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with appropriate safety considerations” or “summarize leg-
islation while preserving monetary and regulatory detail”),
but has no principled way to determine whether their dataset
can support that goal until after a costly fine-tuning run re-
veals the gap. Figure 1 illustrates the failure mode: aggregate
dataset alignment can look reasonable while individual sub-
goals remain undersupported, surfacing only as predictable
production failures.

Existing dataset-quality methods leave this gap mostly
unaddressed. Statistical metrics such as perplexity, BLEU,
and distributional analysis provide aggregate signal but
cannot localize which target capability is undersupported
(Swayamdipta et al. 2020; Pleiss et al. 2020; Marion et al.
2023). Expert review is valuable but expensive, subjective,
and difficult to scale across the multi-dimensional objectives
of modern applications. Post-hoc performance analysis only
reveals problems after fine-tuning is complete, forcing iter-
ative cycles of training, evaluation, and dataset refinement
that consume substantial compute.

This evaluation gap becomes consequential as practition-
ers invest in fine-tuning for high-stakes applications. A med-
ical assistant that performs well on general clinical questions
but fails on cardiology cases due to insufficient cardiac train-
ing data could mislead clinicians. A legal summarizer that
captures most of a bill but consistently omits monetary ap-
propriations could produce summaries that are legally in-
sufficient. These represent systematic capability gaps rather
than mere performance issues: specific sub-components of
a goal that lack sufficient training support to enable reliable
model behavior.

The challenge is compounded by the structure of modern
fine-tuning goals. Unlike traditional ML tasks with a single
defined metric, practical fine-tuning objectives combine do-
main knowledge, safety, formatting, and behavioral expecta-
tions. A practitioner fine-tuning a medical QA model needs
accurate answers and appropriate clinical terminology and
safety warnings for contraindications and evidence-based
reasoning across multiple specialties. Assessing dataset cov-
erage across these heterogeneous requirements demands a
method that operates at subgoal granularity.

Recent advances in LLM-based evaluation provide use-
ful foundations (Zheng et al. 2023; Liu et al. 2023; Li et al.
2024a; Kim et al. 2024). Inspired by the success of LLM-as-
a-Judge across diverse tasks, we are, to our knowledge, the
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Figure 1: Capability gaps in fine-tuning datasets. The average coverage score across subgoals can look adequate while individual
subgoals remain severely undersupported, surfacing only as failures in production. GOALCOVER provides the missing subgoal-

level visibility before fine-tuning begins.

first to apply this paradigm to dataset-goal coverage assess-
ment, with explicit attention to goal specification, scoring
criteria, and validation methodology.

GOALCOVER (Figure 2) operates in two phases: (1) an
interactive goal-clarification system that helps practitioners
decompose objectives into specific, testable subgoals, and
(2) an automated coverage pipeline that scores each train-
ing sample against each subgoal and surfaces missing capa-
bilities through analysis of the evaluator’s structured expla-
nations. To validate the framework’s detection mechanism
without requiring full user studies, we design controlled cor-
ruption experiments that simulate realistic gap scenarios by
selectively removing target content; we then independently
validate downstream utility on a Reinforcement Fine-Tuning
(RFT) task where data filtered by GOALCOVER measur-
ably improves the trained model. GOALCOVER-filtered data
raises the RFT reward from 3.77 to 4.12 (Section 6), with the
strongest configuration (filtered plus goal-conditioned syn-
thetic data) reaching 4.20.

GOALCOVER addresses three research questions: (i) How
can complex fine-tuning goals be decomposed into evalu-
able subcomponents through structured practitioner interac-
tion? (ii) Can LLM-based evaluators reliably assess training-
sample alignment with specific capability requirements? (iii)
Does goal-conditioned coverage assessment yield useful sig-
nal for improving fine-tuning outcomes? We address these
questions through the following contributions, which to-
gether define GOALCOVER as a structured framework for
decomposing fine-tuning goals, evaluating data—capability
alignment, and validating the resulting gap signal.

1. Structured goal-subgoal decomposition. A principled
methodology for breaking complex goals into atomic,
independently evaluable subgoals that map to specific
model capabilities. The decomposition is structured in
the sense that it (a) is produced through a fixed elicita-
tion protocol (clarifying-question-answering loop) rather

than an ad-hoc prompt, (b) enforces atomicity and dis-
jointness constraints (Egs. 1-3), and (c) is itself indirectly
validated by the controlled corruption experiments: a
poor decomposition would not yield the clean target/non-
target separation we observe.

. LLM-based alignment assessment. A scoring frame-

work using anchored-rubric prompts that produces both
a quantitative alignment score and a structured explana-
tion of why a sample does or does not support a given
subgoal. The explanations are reused as input to the gap-
analysis stage.

. Adversarial validation methodology. A controlled cor-

ruption protocol (in spirit, an ablation study on data)
that selectively removes content known to support spe-
cific subgoals and verifies that the detection mechanism
flags genuine capability dependencies rather than diffuse
degradation.

. Cross-domain empirical validation. Evaluation across

medical QA, legal summarization, and code genera-
tion, demonstrating reliable target-versus-non-target sep-
aration (mean 25.6% vs. 2.1% degradation; Cohen’s
d=1.24).

. Downstream RFT utility. On a financial-summarization

RFT task with Qwen-3-14B trained via GRPO, GOAL-
CoVER-filtered data improves the LLM-judge reward
from 3.77 to 4.12 (out of 5), with subgoal-level analysis
showing consistent gains across all coverage subgoals.

. Goal-conditioned synthetic data generation. A tar-

geted synthesis strategy that uses subgoal-level gap sig-
nal and evaluator explanations to generate training sam-
ples explicitly addressing detected deficiencies. Combin-
ing filtered real data with goal-conditioned synthetic data
achieves the strongest RFT result (4.20).

. Practical curation pipeline. An end-to-end workflow

giving practitioners specific, actionable feedback about
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Figure 2: Overview of GOALCOVER. The four-phase pipeline takes a practitioner’s high-level goal G, decomposes it into atomic
subgoals via an interactive clarification loop, scores every (sample, subgoal) pair, aggregates evaluator explanations from low-
scoring samples into capability gaps, and produces remediation recommendations including goal-conditioned synthetic data.
We validate the pipeline along two complementary axes: a controlled corruption study (Section 4) establishes detection validity,

and a downstream RFT study (Section 6) establishes utility.

dataset adequacy and targeted recommendations for clos-
ing identified gaps.

2 Related Work

Dataset quality assessment and curation. Traditional
approaches to training-data evaluation have focused on sta-
tistical properties, distributional analysis, and label quality.
Swayamdipta et al. (2020) introduced data maps to charac-
terize ambiguous, easy, and hard training examples; Pleiss
et al. (2020) examined how training dynamics expose data-
quality issues; Northcutt, Jiang, and Chuang (2021) devel-
oped confident learning for systematic label-error detection.
More recent work has explored automated assessment: Koh
et al. (2021) introduced distribution-shift benchmarks, and
the data-centric Al literature provides comprehensive sur-
veys (Zha et al. 2023). Recent work has continued to use
perplexity- and distribution-based selection signals at scale
(Marion et al. 2023), motivating the question of how to com-
plement them with goal-aware diagnostics. These methods
primarily address distributional and labeling issues rather
than goal-specific capability gaps.

Fine-tuning data selection. Selecting high-quality train-
ing data for fine-tuning has received considerable atten-
tion. Xia et al. (2024) demonstrated that careful selection
achieves strong performance with substantially fewer exam-
ples; Li et al. (2024b) studied quantity—quality tradeoffs in
instruction tuning; Zhou et al. (2023) showed that small,
carefully curated datasets can match much larger collec-
tions; Tirumala et al. (2022) investigated memorization pat-
terns to guide selection. GOALCOVER complements these

by providing capability-level gap signal that can inform se-
lection before fine-tuning begins.

LLM-based evaluation. The use of LLMs as evaluators
has emerged as a powerful paradigm (Zheng et al. 2023;
Liu et al. 2023). Kim et al. (2024) developed evaluation pro-
tocols with attention to prompt design and bias mitigation;
Dubois et al. (2024) identified and addressed systematic bi-
ases such as length bias; Fu et al. (2023) explored reference-
free evaluation. Li et al. (2026) systematically studied how
the choice of grading scale (e.g., 0-5 vs. 1-10) affects
human-LLM agreement, finding that scale design materially
shifts judge calibration. Recent work has examined confi-
dence estimation (Lin, Hilton, and Evans 2022) and meta-
evaluation. We build on these foundations by applying LLM
evaluation specifically to dataset—goal alignment, with atten-
tion to anchored-rubric scoring and corruption-based valida-
tion.

Interactive and human-AI collaborative evaluation.
Stiennon et al. (2020) demonstrated human-feedback inte-
gration for training-data improvement; Ouyang et al. (2022)
scaled this for instruction following; Bai et al. (2022) in-
troduced constitutional approaches combining human feed-
back with Al-generated evaluation; Wang et al. (2023) ex-
plored self-supervised instruction-data generation; Xu et al.
(2023) developed iterative refinement using LLM feedback.
Where these approaches focus on post-hoc improvement
through feedback, GOALCOVER provides systematic pre-
training gap detection through interactive goal clarification.

Position relative to prior work. GOALCOVER departs
from existing methods by focusing on proactive, capability-



specific assessment rather than reactive performance analy-
sis or general data-quality metrics. Unlike post-hoc evalua-
tion that reveals problems after training, GOALCOVER en-
ables practitioners to identify and address capability gaps
before committing to a fine-tuning run, with the frame-
work’s design (Section 3) and its validation (Sections 4-6)
addressed as separate contributions.

3 Method

The GOALCOVER pipeline (Figure 2) consists of four
phases, applied in sequence: Goal Clarification, Coverage
Assessment, Gap Analysis, and Recommendation. We first
formalize the problem and then describe each phase in turn.

3.1 Problem Formulation

Let D = {(z:,v:)}}, be a fine-tuning dataset of input—
output pairs, and let G be a practitioner-specified goal for
the fine-tuned model. Our objective is to detect capability
gaps in D with respect to G before fine-tuning begins.

Definition 1 (Capability Gap). A capability gap exists for
goal G in dataset D if there exists a subgoal s C G such that
the training examples in D provide insufficient support for
the model’s ability to achieve s.

We formalize this through goal-subgoal decomposition.

Definition 2 (Goal-Subgoal Decomposition). For a goal
G, a valid decomposition is a set of atomic subgoals S =
{51, 82, ..., Sk} such that:

k
G=Js ey
i=1
siNs; =0 Vij )
i =1 Vi 3
where |s;| = 1 indicates that each subgoal represents an

atomic, independently evaluable capability.

3.2 Phase 1: Goal Clarification

GOALCOVER guides practitioners through a four-step elici-
tation protocol that is structured in the sense that every step
has a fixed input—output contract and the loop terminates
only when the resulting subgoal set satisfies the atomicity
and disjointness constraints above.

Step 1: Initial goal specification. The practitioner pro-
vides a high-level goal, e.g., “Build a medical QA system
for clinical decision support” or “Generate legal document
summaries for regulatory compliance.”

Step 2: Clarifying-question generation. An LLM pro-
duces targeted questions that surface implicit assumptions
and constrain the goal. For medical QA, examples include:
“Which medical specialties should the system cover?”,
“What level of safety warnings are required for drug inter-
actions?”, and “Should responses include evidence citations
or confidence levels?”

Step 3: Iterative refinement. Based on the practitioner’s
responses, the system iteratively refines the specification:

Qt(g> = fquestion(g; Rt71)> (4)

where R;_; are previous responses. The loop continues until
the specification covers the operational scope.

Step 4: Subgoal generation. Combining clarifications
and responses, the system produces atomic subgoals:

S= fdecompose(gv Q(g)a R(g)) (5)

Concrete examples of decomposed subgoals for each do-
main we evaluate are presented as part of the experimental
sections (Sections 4 and 6).

3.3 Phase 2: Coverage Assessment
Each training sample is evaluated against each subgoal:

Definition 3 (Alignment Score). For a training sample
(4, y:) and subgoal s, the alignment score is

A(xivyia S) = feval((xiayi)vs) € [07 1], (6)

where foq is an LLM evaluator that assesses how well
the sample supports s and produces a structured natural-
language explanation r; alongside the score.

The dataset-level alignment for s is A(s) =

3.4 Phase 3: Gap Analysis

Low-score collection. For subgoals with A(s) < 7, the
system collects evaluator explanations from low-scoring
samples:

7?/IOW(S) = {Ti : A(miayias) < T}a (7)

where each r; is the explanation produced along with the
alignment score for sample (x;, y;) in Phase 2.

Capability analysis. An analyzer LLM aggregates these
explanations to identify recurring missing capabilities:

Gaps = fanalyze(Rlow(S), S). (8)

3.5 Phase 4: Recommendation

Based on identified gaps, the system produces concrete re-
mediation strategies:

Recy = frecommend(Gap57 S) 9)

Recommendations include both natural-language remedia-
tion suggestions (e.g., curate cardiology-specific examples)
and goal-conditioned synthetic data generation. We em-
ploy a structured generator—discriminator synthesis strategy,
grounded in recent work on controlled LLM data generation
and verifier-based filtering, that uses subgoal-level gap sig-
nal and evaluator explanations to generate and validate train-
ing samples addressing detected deficiencies (Section 6).
We realize this synthesis step using a structured
generator—discriminator pipeline for synthetic data genera-
tion. Specifically, a generator LLM produces candidate sam-
ples conditioned on the target subgoal s and the aggregated



Algorithm 1 GOALCOVER Gap Detection

Require: Dataset D, Goal G, Domain d, Task type ¢,
Threshold 7
Ensure: Gap report with identified gaps and recommenda-
tions
Phase 1: Interactive goal clarification
Q(g) — fqueslion(g7 d7 t)
R(G) < CollectResponses(Q(G))
while specification incomplete do
Qt (g) — fquestion(ga Rt—l)
R.(G) < CollectResponses(Q:(F))
end while
S+ fdecompose (ga Q(g)7 R(g))
9: Phase 2: Coverage assessment
10: for each s € S do
11:  for each (x;,y;) € D do

A A S e

12: A(zi, yiy 8), i < feva((Zi,9:), 5)
13:  end for

14: A(S) < % Zz A(lz, Yi, S)

15: end for

16: Phase 3: Gap analysis

17: for each s with A(s) < 7 do

18:  Riow(s) « {ri: Alxs,yi,8) <7}
19: Gaps — fanalyze(Rlow(S)a 3)

20: end for

21: Phase 4: Recommendation

22: for each s with A(s) < 7 do

23: Rec, + frecommend(Gapsa 8)

24: end for ~

25: return {Gap,,Rec; : A(s) < 7}

gap explanations Gap,, following recent work on principle-
guided generation and adaptive reward modeling (Yu et al.
2025; Xu et al. 2026). A discriminator then evaluates each
candidate sample with respect to the target subgoal s, pro-
ducing a quality score A(x,y, s) based on dimensions such
as correctness, completeness, and faithfulness, and filtering
or refining candidates accordingly. To ensure reliable LLM-
based judgment, we adopt RULER-style evaluation proto-
cols, which employ calibrated multi-point scoring scales
and standardized prompting to reduce variance and bias in
LLM-as-a-judge outputs (OpenPipe 2025). This generator—
discriminator loop enables iterative refinement, producing
high-quality synthetic data aligned with the identified capa-
bility gaps.The complete pipeline is summarized in Algo-
rithm 1.

4 Experimental Validation

We separate framework design (Section 3) from experi-
mental validation. Validating an interactive system end-to-
end without large user studies is non-trivial; we therefore
validate GOALCOVER along two complementary axes. (1)
Detection validity: under controlled, targeted corruption of
training data, does the alignment-scoring stage flag the cor-
rupted subgoal more strongly than untouched ones? (2)
Downstream utility: when used to filter and synthesize train-
ing data, does GOALCOVER actually improve a fine-tuned

model on a real RFT task? Section 6 addresses (2); the re-
mainder of this section addresses (1).

4.1 Validation Methodology: Controlled
Corruption

Validation hypothesis. If GOALCOVER’s detection
mechanism is sound, then artificially removing content
known to support a specific subgoal should produce a
measurably larger drop in that subgoal’s alignment score
than in unrelated subgoals.

For validation, we instantiate representative goal-subgoal
frameworks for three domains that simulate what would
emerge from the interactive clarification process. Subgoals
are partitioned, per experiment, into:

* Satisfied subgoals ST C S: expected to remain robust
under the removal;

* Gap subgoals S~ C S: directly targeted by the removal
pattern;

withSTUS =Sand STNS™ =0.

Definition 4 (Targeted Corruption). For subgoal s and re-
moval pattern ps, targeted corruption produces

Dy = {(zi,y:) € D : ps(xi,y:) = False},  (10)

where ps is a pattern-matching function identifying samples
that support s.

We expect

Ap-(s) < Ap(s) forse S, (11)

Ap-(s") = Ap(s') fors' € ST. (12)

This protocol can equivalently be read as a data-side abla-
tion study: each removal isolates one capability dependency
at a time, and the detection signal is the relative change in
alignment for the targeted subgoal.

4.2 Datasets and Domain Selection

We evaluate on three domains chosen to span different rea-
soning and content profiles.

Medical QA (PubMedQA). The PubMedQA dataset (Jin
et al. 2019) contains 211,269 biomedical questions with
yes/no/maybe answers and supporting reasoning. The do-
main requires precise medical terminology, evidence-based
reasoning, and specialty-specific knowledge.

Legal summarization (BillSum). BillSum (Kornilova
and Eidelman 2019) provides 23,455 U.S. Congressional
bill-summary pairs. Legal summarization requires preserv-
ing monetary amounts, affected parties, implementation
timelines, and specialized terminology.

Code generation (CodeAlpaca). CodeAlpaca (Chaud-
hary 2023) contains 20,022 instruction—code pairs cover-
ing diverse programming tasks, exercising language syntax,
library usage, and best practices across programming do-
mains.



4.3 Sampling and Corruption Implementation

Strategic sampling. To ensure that each removal pat-
tern has a meaningful pre-removal population, we (i) load
1.5-2x the target sample size into a diverse pool, (ii) allo-
cate 50% as base content and 50% across removal-targeted
patterns, (iii) apply pattern-based sampling so each removal
strategy has adequate target content, and (iv) shuffle to re-
move ordering bias.

Removal patterns. We systematically remove content
matching the domain-specific patterns in Table 1.

Table 1: Content removal patterns by domain.

Removal strategy Key pattern terms

Medical cardiology cardiac, cardio, heart, cardiovascu-
lar, ECG, EKG, myocardial, coro-
nary

Medical drugs drug, medication, dosage, mg, ml,

pharmaceutical, prescription

$ amounts, million, billion, thou-
sand, budget, funding, appropria-
tion

Legal monetary

Legal healthcare health, medical, medicare, medi-
caid, hospital, patient, doctor

Code ML machine learning, sklearn, tensor-
flow, pytorch, keras, model, train

Code web web, API, HTTP, REST, endpoint,

flask, django, fastapi

4.4 Implementation Details

Evaluator. We use GPT-4 variants (40 and 4.1) as feyal,
Sanatyzes and  frecommend. The evaluator returns structured
JSON containing the alignment score and the explanation
supporting it.

Anchored-rubric scoring. For each (sample, subgoal)
pair, we use a structured prompt with a six-anchor rubric:
1.0 (perfect alignment, directly demonstrates the target ca-
pability), 0.8 (strong alignment, clearly relevant with mi-
nor gaps), 0.6 (good alignment, relevant content that sup-
ports the goal), 0.4 (weak alignment, some relevance but
not ideal), 0.2 (poor alignment, minimal connection), and
0.0 (no alignment, irrelevant or counterproductive). This is
an anchored-Likert design rescaled to [0, 1], consistent with
form-filling and rubric-based protocols in recent LLM-as-
Judge work (Liu et al. 2023; Kim et al. 2024; Li et al. 2026);
the discrete anchors mitigate calibration drift while the [0, 1]
scale composes naturally with downstream aggregation. We
provide the full evaluator prompt in the supplementary ma-
terial.

5 Results: Gap Detection Validation
5.1 Detection of Targeted Capability Gaps

We applied 6 removal strategies across 11,000 total samples
(5,000 each for legal and code, 1,000 for medical). Table 2
reports alignment scores before and after corruption, along-
side both relative change and absolute change.

5.2 Target vs. Non-Target Separation

Across all six removal experiments, target subgoals consis-
tently degrade more than non-targets: mean relative degra-
dation is 25.6% for targets versus 2.1% for non-targets, a
separation that is statistically significant (p < 0.001, paired
test across removal experiments). The corresponding effect
size is large (Cohen’s d = 1.24), but for the purposes of
practitioner trust the headline finding is the qualitative sep-
aration: in every experiment, the targeted subgoal is the one
most affected.

5.3 Domain-Specific Patterns and Caveats

The legal domain exhibits the largest absolute and rela-
tive shifts: healthcare-terminology alignment drops by 0.210
(relative —90.58%) when health bills are removed, and
monetary-preservation alignment drops by 0.177 (relative
—30.75%) when financial content is removed. These large
effects reflect the targeted content’s centrality to the corre-
sponding subgoal.

The code-generation domain is the most resilient: targeted
gaps remain below 16% relative even when domain-specific
content is removed, consistent with retention rates above
91%. CodeAlpaca’s diversity of programming tasks means
small targeted removals leave most of the population intact.

The medical-QA results require closer reading. Pre-
removal alignment is uniformly low (0.222 for clinical rea-
soning, 0.068 for cardiology expertise, 0.048 for drug in-
formation), reflecting that PubMedQA’s yes/no/maybe an-
swer format provides limited surface area for the evaluator
to credit specialty-specific terminology or detailed dosage
information; this is itself a finding: the dataset is poorly
aligned with the kind of clinical-decision-support goal we
instantiated. The corruption signal must therefore be read
in relative rather than absolute terms: removing cardiology
content drops an already-low baseline by another 26.28%
relative (—0.018 absolute). Because absolute differences
here are small, we caution against over-interpreting any sin-
gle medical row; the pattern emerges from the consistency of
target/non-target separation across all six experiments rather
than the magnitude of any one. We discuss seed sensitivity
in Section 7.3.

5.4 From Detection to Recommendation

Beyond detection, GOALCOVER aggregates evaluator ex-
planations from low-scoring samples and produces struc-
tured remediation suggestions. Selected outputs are repro-
duced below.

Legal domain (BillSum)

Main goal: Generate accurate, comprehensive legal
summaries that preserve key legislative details, mon-
etary amounts, affected parties, implementation time-
lines, and domain-specific terminology.

Evaluated subgoals and GOALCOVER'’s findings:

Legislative summaries. Stable across both removals
(—0.26%, —0.13%). Robust general summarization ca-
pability.



Table 2: GOALCOVER validation results: subgoal-level impact under targeted content removal. “Original” and “After” are mean
alignment scores in [0, 1]. A,ps is the absolute change; A, the relative change. Bold rows mark the subgoal directly targeted
by each removal strategy; “Retention” is the percentage of samples remaining after removal.

Removed content Subgoal Original  After Aabs Al (%)  Retention (%)
Legal summarization

Legislative summaries 0.769 0.767 —0.002 —0.26 25.4
Monetary bills Monetary preservation™ 0.577 0.400 —-0.177 —30.75

Healthcare terminology 0.232 0.281 +40.049 +21.11

Legislative summaries 0.769 0.768 —0.001 —0.13 47.0
Healthcare bills Monetary preservation 0.577 0.577 —0.001 —0.15

Healthcare terminology™ 0.232 0.022 —0.210 —90.58

Code generation

General programming 0.599 0.602 40.003  +0.54 96.2
ML instructions ML libraries™ 0.090 0.076 —0.014 —15.53

Web frameworks 0.141 0.143  40.002 +1.40

General programming 0.599 0.599 +40.000 +0.01 914
Web instructions ML libraries 0.090 0.092  40.002 +2.63

Web frameworks™ 0.141 0.128 —0.013 —9.03

Medical QA

Clinical reasoning 0.222 0.220 —-0.002  —0.87 93.6
Cardiology questions  Cardiology expertise” 0.068 0.050 —-0.018 —26.28

Drug information 0.048 0.045 —-0.003 —6.13

Clinical reasoning 0.222 0.221 —0.001 —0.54 90.3
Drug questions Cardiology expertise 0.068 0.070  40.002 +2.00

Drug information™ 0.048 0.039 —0.009 —19.38

* Primary target subgoal for the corresponding removal strategy.

Monetary preservation. Drops —30.75% when finan-
cial content is removed.

GOALCOVER insights
Issue: source text lacks financial details; summaries
omit critical financial information; coverage skews to
procedural/legal aspects.

Fix: incorporate datasets with explicit financial details;
augment training data with financial context.
—90.58%

Healthcare terminology. Drops when

health-related bills are removed.

GOALCOVER insights

Issue: residual content is largely outside the healthcare
domain; healthcare-specific terminology is absent.

Fix: filter to retain healthcare legislation; augment with
healthcare-specific examples.

Medical domain (PubMedQA)

Main goal: Answer medical questions accurately us-
ing evidence-based information while considering pa-
tient safety, contraindications, and appropriate clinical
terminology.

Clinical reasoning. Stable (—0.87%, —0.54%).

Cardiology expertise. —26.28% when cardiac content
is removed.

GOALCOVER insights

Issue: residual content is high-confidence on non-
cardiology topics; specialty-specific terminology is
sparse.

Fix: curate cardiology-specific content; incorporate
cardiology protocols and terminology.

Drug information. —19.38% when pharmaceutical
content is removed.

GOALCOVER insights

Issue: residual content lacks pharmacology depth and
safety considerations.

Fix: enhance with drug-specific queries; include inter-
actions, contraindications, and dosing.

Code generation (CodeAlpaca)

Main goal: Generate functional, well-structured
code following best practices with proper error han-
dling, documentation, and domain-specific libraries.

General programming. Stable (+0.54%, +0.01%).

ML libraries. —15.53% when ML content is re-
moved.




GOALCOVER insights

Issue: residual content lacks ML context and library us-
age.

Fix: curate ML-specific examples using sklearn / Ten-
sorFlow / PyTorch.

Web frameworks. —9.03% when web-development
content is removed.

GOALCOVER insights

Issue: framework-specific examples missing; residual
content is not web-oriented.

Fix: include Flask / Django / FastAPI examples cover-
ing common web patterns.

The detection mechanism reliably differentiates target
from non-target capabilities, recovers the expected qualita-
tive dependencies in every experiment, and produces reme-
diation suggestions that map closely to the removed con-
tent, which confirms that the alignment signal is grounded in
genuine capability dependencies rather than diffuse degrada-
tion.

6 Downstream Utility: RFT Experiments

The corruption study validates that GOALCOVER detects ca-
pability gaps. We now ask whether the same signal is use-
ful for closing them: does training on GOALCOVER-filtered
data, with or without goal-conditioned synthetic augmenta-
tion, yield a measurably better fine-tuned model than train-
ing on the unfiltered baseline?

6.1 Task and Dataset

We evaluate on financial-report summarization, derived
from a filtered subset of the GovReport corpus with maxi-
mum context length 8,192 tokens. The prompt instructs the
model to produce a summary providing financial insights.
Validation and test sets are held fixed across all configura-
tions; only the training set varies. Splits: Training (original):
9,216 samples, Validation: 256 samples, Test: 256 samples.
We compare the following training-data configurations:

¢ Original: random sample from GovReport.

* Goal-aligned: filtered using GOALCOVER alignment
scores against the task-specific subgoals.

* Synthetic + Original: union of the above two.

¢ Synthetic + Goal-aligned: union of synthetic and fil-
tered.

Synthetic samples generated via a structured generator—
discriminator pipeline, where candidate samples are con-
ditioned on subgoal definitions and evaluator explanations,
then filtered via an LLM-based discriminator with calibrated
scoring (Yu et al. 2025; Xu et al. 2026; OpenPipe 2025).
Sizes are summarized in Table 3.

6.2 Setup

Policy: Qwen-3-14B. Algorithm: GRPO. Reward: LLM-
as-Judge using GPT-5-Reasoning. The task constraint is to
produce a financial summary with (i) 3-5 bullet points,
(i1) coverage of key economic indicators and policies, and

Dataset | #Samples
Original 9,216
Goal-aligned 4,375
Synthetic 2,209
Synthetic + Original 11,425

Synthetic + Goal-aligned 6,584

Table 3: Number of samples after filtering and synthesizing.

(ii1) explicit investment implications. The judge applies a
rubric scoring factual grounding, completeness, specificity,
and structure on a 1-5 scale; the final score is a weighted
sum.

6.3 Main Results

Training data | Score (1-5)
Untuned baseline 3.21
Original 3.77
Goal-aligned (GOALCOVER-filtered) 4.12
Synthetic (goal-conditioned) 4.02
Synthetic + Original 3.92
Synthetic + Goal-aligned 4.20

Table 4: RFT performance under different training-data set-
tings.

Effectiveness of GOALCOVER filtering. GOALCOVER-
filtered data improves over the unfiltered original (3.77 —
4.12), demonstrating that the alignment signal selects train-
ing samples that produce a stronger fine-tuned model under
RFT, despite using fewer than half as many examples.

Goal-conditioned synthetic data. Synthetic data gener-
ated from subgoal definitions and evaluator explanations
performs strongly on its own (4.02), confirming that the
gap signal is precise enough to drive useful synthesis. No-
tably, mixing synthetic with the unfiltered original (3.92) un-
derperforms synthetic alone, suggesting that unfiltered data
contributes noise that dilutes the synthetic gains.

Complementarity. The best result combines filtered real
data with goal-conditioned synthetic data (4.20), support-
ing the interpretation that the two sources contribute com-
plementary signal: filtering ensures relevance and quality,
synthesis provides coverage of capabilities the original dis-
tribution underserved.

6.4 Subgoal-Level Analysis
To check whether aggregate gains hide subgoal-level regres-

sions, we evaluate each configuration on ten coverage sub-
goals representing different input distributions:

A1l Qualitative narrative reports with minimal numerical
data.

A2 Reports referencing charts/tables but lacking textual ex-
planation.



E1 Country-specific reports with localized terminology and
policy context.

E2 Very long documents with appendices or supplementary
sections.

E3 Documents containing mixed or conflicting signals.
P1 Central-bank policy communications.

P2 Government fiscal updates.

P3 Economic outlooks from statistical agencies.

P4 Single-sector industry reports.

R1 Noisy, malformed, or non-report inputs (edge-case ro-
bustness).

Consistency across subgoals. Filtered data outperforms
the original on every subgoal, by 0.4-0.5 points, with no re-
gressions. The aggregate gain is not driven by a small num-
ber of subgoals.

Where synthetic data helps most. Synthetic data outper-
forms the original everywhere and is strongest on P3 (eco-
nomic outlooks, 4.123) and R1 (malformed inputs, 4.137),
suggesting that the goal-conditioned synthesis is particularly
effective at structured analytical content and edge-case ro-
bustness, precisely the regimes where the original distribu-
tion underserves the goal.

When mixing hurts. Original + Synthetic underperforms
synthetic alone on most subgoals despite using more data,
reinforcing that unfiltered training data introduces noise the
goal-conditioned synthesis is paying a cost to absorb.

Subgoal sensitivity to filtering. P1 (central-bank commu-
nication) shows the largest gain from filtering (3.728 —
4.267), indicating that specialized regimes benefit most. E-
type subgoals (long, mixed-signal documents) show stable,
consistent gains, suggesting that coverage-aware filtering is
particularly valuable for complex inputs.

Subgoal-level analysis confirms that the benefits of GOAL-
COVER-driven filtering are not limited to aggregate met-
rics: they extend to fine-grained behavior across varied real-
world input distributions, with the best performance arising
from the combination of high-quality filtered data and goal-
conditioned synthetic data.

7 Discussion
7.1 Implications for Practical Deployment

The two-axis validation supports deploying GOALCOVER
as an interactive practitioner-facing tool. The corruption
study establishes that the detection mechanism is reliable
enough to inform decisions; the RFT study establishes
that those decisions translate into measurable downstream
gains. In a deployment, a practitioner working on a clini-
cal decision-support model would specify a high-level goal,
work through clarifying questions about specialties and
safety requirements, and receive subgoal-level alignment
scores together with concrete remediation suggestions for
under-covered capabilities such as cardiology cases or drug-
interaction examples, all before committing to a fine-tuning
run.

7.2 Validating the Decomposition Itself

A reviewer might reasonably ask: how do we know the goal—
subgoal decomposition produced by the LLM is correct? We
argue the corruption study provides indirect validation. If
the decomposition were incoherent (i.e., if subgoals over-
lapped substantially or did not isolate distinct capabilities),
we would not observe the clean target/non-target separation
reported in Section 4: targeted removals would either bleed
into other subgoals or fail to register at all. The fact that,
across six experiments and three domains, the targeted sub-
goal is consistently the one most affected provides evidence
that the decomposition is doing real work. Direct validation
through expert review of decompositions across more do-
mains is an important next step.

7.3 Limitations

Evaluator dependence. Alignment scoring relies on a
single LLM evaluator; its calibration limits the reliability of
scores in domains beyond the evaluator’s expertise. Domain-
specific evaluator adaptation, agreement studies between
multiple evaluators, and replication with open-source judges
(e.g., Prometheus-2, Llama-3.x-Instruct) are natural exten-
sions.

Single-model RFT. Section 6 uses one policy (Qwen-3-
14B) and one RFT algorithm (GRPO). The qualitative claim,
that filtering and synthesis driven by GOALCOVER signal
both help, should generalize, but quantitative gains may dif-
fer across policy sizes, families, and algorithms.

Computational cost. Each (sample, subgoal) evaluation
is an LLM call. Fine-tuning datasets are typically much
smaller than pretraining corpora (thousands to tens of thou-
sands of samples), which keeps the assessment tractable;
parallelization and batching reduce wall-clock time further.
Even so, the cost is non-trivial relative to a single training
run, and is justified primarily by the cost of an avoided failed
run.

Decomposition quality. The framework’s effectiveness
depends on a high-quality decomposition. The interactive
clarification protocol is designed to address this, but a poor
initial specification can still limit detection accuracy.

Controlled vs. natural gaps. Pattern-based content re-
moval is a clean validation signal but does not capture the
full complexity of natural dataset deficiencies. The RFT
study mitigates this concern by validating utility on a real,
unmanipulated dataset, but more naturalistic gap-simulation
studies and real-world A/B comparisons remain valuable.

Seed sensitivity in the medical domain. Medical align-
ment scores in Table 2 are uniformly low; the absolute
changes from corruption (—0.018 for cardiology, —0.009 for
drug information) are small enough that we would not over-
interpret any single number without multi-seed replication.
The pattern emerges from the consistency of target/non-
target separation across all six experiments.



Table 5: RFT performance per coverage subgoal across training-data configurations. Counts of test items per subgoal in paren-

theses.

Coverage subgoal | Original | Original + Synth | Goal-aligned | Goal-aligned + Synth

Al (113) 3.808 3.977 4.227 4.227
A2 (81) 3.752 3.957 4.214 4.236
El (78) 3.724 3.935 4.214 4.170
E2 (121) 3.790 3.975 4.216 4.216
E3 (124) 3.785 3.970 4.219 4.219
P1 (9) 3.728 3.906 4.267 4.139
P2 (72) 3.783 3.978 4.236 4.178
P3 (20) 3.805 3.953 4.213 4.162
P4 (70) 3.843 3.971 4.245 4.204
R1 (27) 3.837 4.002 4.206 4.159
Domain scope. Our evaluation focuses on domains where References

modern LLMs have reasonable knowledge coverage. Effec-
tiveness on highly specialized or emerging domains, where
the evaluator itself may be uncertain, requires further inves-
tigation.

7.4 Future Work

Three extensions would directly strengthen the framework.
First, a small human study with practitioners actually iterat-
ing on a fine-tuning project, measuring time-to-acceptable-
model and self-reported satisfaction relative to a no-tool
baseline, would convert the current technical validation into
deployment-grade evidence. Second, replicating the RFT
experiments on additional open-source policies (Llama-3.1-
8B-Instruct, Gemma-2, GPT-OSS) would establish gener-
ality. Third, ablations that disable specific elicitation steps
(running gap detection without the clarification loop, for in-
stance) would isolate the contribution of each pipeline com-
ponent; we are pursuing all three.

8 Conclusion

We introduced GOALCOVER, a framework for detecting
capability gaps in fine-tuning datasets through interactive
goal decomposition and LLM-based coverage assessment.
Across three domains, controlled corruption experiments es-
tablish that the alignment signal cleanly separates target
from non-target capabilities (25.6% vs. 2.1% degradation;
Cohen’s d=1.24). On a financial-summarization RFT task
with Qwen-3-14B, training on GOALCOVER-filtered data
improves the LLM-judge reward from 3.77 to 4.12 over the
unfiltered baseline, and combining filtered data with goal-
conditioned synthetic samples yields the strongest result
(4.20), with consistent gains across all coverage subgoals.

By shifting dataset evaluation from reactive performance
analysis to proactive, capability-level assessment, GOAL-
COVER lets practitioners identify and address critical data
gaps before committing to expensive fine-tuning runs, po-
tentially saving substantial compute while improving model
reliability and safety. Future work will deploy the complete
interactive system, replicate the RFT result across additional
open-source policies, and study practitioner workflow im-
pact directly.
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